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Machine learning as an accelerator 

Machine learning to extract ecological 
information from observational data



Historical approaches to (plankton) image classification

RandomForest was popular in technical papers but 
even more in actually implemented methods 

Gradual transition from classical feature extraction + 
classification to CNNs 
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Classic vs deep: deep is better, for rare classes

Panaïotis et al, in prep

Random



Classic segmentation: 
(adaptive) thresholding

Panaïotis et al, 2022



Classic segmentation: 
(adaptive) thresholding

Panaïotis et al, 2022



Deep object detection/segmentation:

Region proposal
Feature pyramid network

ROI head

Mask head

Classif. head
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Classification from passive acoustics: 
classic feature extraction

Feature extracted: distance between 
zero crossings 

Good separation for most signals SVM for classification 

Good performance on training set 

Does not generalise well (in 
particular to species not seen during 
training)

crossings capture the time-frequency structure of the signals. 
Additionally, the envelope shape of the clicks can be 
captured by using the normalized peak values between 
crossings (figure 3).

T im e  (m s)

Figure 3: The times between zero-crossings and normalized 
envelope amplitudes were selected as features for classifying 

individual clicks.

Time-frequency analysis of the training data from 
Globicephala macrorhynchus and Grampus griseus showed 
the clicks contained in those files to be highly variable. In 
contrast to the Mesoplodon data where the regularity of 
click waveforms is almost uncanny, it was difficult to 
identify representative click waveforms in the pilot whale 
and Risso’s dolphin data (figure 5). After cross correlating 
all the clicks extracted from the training files, the click from 
each species most highly correlated with most of the other 
clicks was selected as a replica. Then, the training clicks 
which were most highly correlated with the replicas were 
used to build the training sets.

Nine dimensional feature vectors were formed using the 
times between 6 zero-crossings about the peak and three 
normalized envelope amplitude peaks. The resulting feature 
sets from the Globicephala and Grampus did not cluster as 
compactly as those from Mesoplodon. There was also 
significant overlap of the features for Mesoplodon and 
Grampus in the feature space (figure 6).

One binary SVM was constructed for each signal class 
versus an ambient noise reference class. The training set Tj 
for the j -th CS-SVM was defined as

The next step in the training process was to analyze the 
training data from each species to select the set of click 
events to be used in training the CS-SVM. The idea was to 
select several hundred representative clicks from each 
species, then to extract the zero-crossing and amplitude 
envelope features from them. Time-frequency analysis of the 
training data for Mesoplodon desirostris identified two 
distinct click waveforms, foraging clicks and buzz clicks 
(figure 4). A large majority of the clicks were the 
stereotypical foraging clicks, but several buzzes were also 
detected [13]. Since the foraging and buzz click waveforms 
are distinct, separate CS-SVM’s were trained for the two 
click types.

Time <m•)
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Figure 4: (a) Overlay of time series data for 3 Mesoplodon 

desirostris foraging clicks. (b) Time series of a single buzz click.

Tj  = {(xj y )} = {(sj+ n  U  (n  -1)} for j  = 1 to 4 .

The training sets for each of the four class-specific SVM 
consisted of approximately 250 signal-present vectors and a 
similar number of noise-only vectors. These training sets 
were used in the optimization (3) to find the optimal 
hyperplane fj(x) for each class. A Gaussian radial basis 
function was used as the kernel in (2) and (3) yielding

f j  (x )=  X  u k y k ex p ( -  ||x  -  x  k 112 /  2 c t) +  b

where k  e  S j  the set of support vectors class j.

The four class CS-SVM classifier was then tested using 
additional clicks extracted from the training data files. These 
test sets also consisted of approximately 250 signal-present 
vectors and 250 noise-only vectors (Table 3). The 
classification performance for the test sets was evaluated 
using the following metrics, Pcc = fraction correctly 
classified (signal present), Pmiss= fraction misclassified 
(signal present) and Pnse= fraction correctly classified 
(noise-only). The results were encouraging, especially for 
the Meso-plodon foraging click class. Note that the 
poorer performance of the buzz class was attributed to 
changes in buzz click waveform observed as the inter-click 
interval decreases during prey capture.

3.2 CS-SVM Results for the Test Data Files

Finally, the CS-SVM classifier was tested using the 
unlabeled test files. A cursory manual review of the test 
data prior to processing indicated the presence of sperm 
whales clicks in multiple test files. Although not part of 
Workshop training data, a class-specific SVM for sperm 
whale clicks was trained using additional labeled sperm 
whale data. The ability to add a class without affecting 
SVM design for the other classes highlights one of the
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strengths of the CS-SVM approach. However, to be 
consistent with the data conditioning stream for the other 
classes, the sperm whale data was passed through the same 
12 KHz high pass filter. This was known to be a suboptimal 
processing step as most of the energy in sperm whale clicks 
is typically below 12 KHz. A better solution for a CS-SVM 
classifier that includes a sperm whale class would be either 
to lower the frequency of the high-pass filter or to process in 
multiple frequency bands.

Class P c c P  .m iss P nse

Mesoplodon (forage) 1.0000 0.0000 0.9680

Mesoplodon (buzz) 0.7900 0.2100 0.9600

Globicephela 0.9380 0.0620 0.9682

Grampus 0.9451 0.0549 0.9721

(a)

(b)

(c)

Time (ms)

(d)
Figure 5: Clicks showing some of the variability in the 

Globicephala macrorhynchus (a-b) and Grampus griseus (c-d) 
training data.

Table 3: Performance of the 4 class CS-SVM on test sets of 
approximately 250 signal-present vectors and 250 noise-only 
vectors drawn from the training data files for each clas

The nine test data files were processed in a fully 
automated fashion. The classifier program automatic-ally 
read the data from the .wav files, filtered it, and performed 
time domain energy detection to identify click events. Time 
series data about the energy detector peaks were used to 
construct feature vectors. The features vectors x  extracted 
for each click event were then used to evaluate the class- 
specific decision functions, f(x). The click event was 
assigned membership in the class whose decision function 
was maximum or to the noise-only reference class when 
max{ft(x)} < 0. Figure 7 shows the output of the 5 class- 
specific decision functions for data in the neighborhood of a 
Mesoplodon foraging click (from Test File 1). Although 
f 4(x) associated with Risso's dolphin also peaked, fj(x) for 
the foraging click was maximum. Figure 8 shows the class 
decision output of the CS-SVM for Test File 1. This test file 
contained clicks from both Mesoplodon and Globicephela. 
Table 4 summarizes the performance of the 5-class CS-SVM 
for all of the Workshop test data.

Amb. Noise 
Beak -buzz 
Rissos dolf. 
Beak -forage 
Pilot whale

Figure 6: Distribution of the periods between three consecutive 
zero-crossings for ambient noise, M. desirostris (buzz), Grampus 

griseus, M. desirostris (forage), and Globicephala 
macrorhynchus.
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series data about the energy detector peaks were used to 
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for each click event were then used to evaluate the class- 
specific decision functions, f(x). The click event was 
assigned membership in the class whose decision function 
was maximum or to the noise-only reference class when 
max{ft(x)} < 0. Figure 7 shows the output of the 5 class- 
specific decision functions for data in the neighborhood of a 
Mesoplodon foraging click (from Test File 1). Although 
f 4(x) associated with Risso's dolphin also peaked, fj(x) for 
the foraging click was maximum. Figure 8 shows the class 
decision output of the CS-SVM for Test File 1. This test file 
contained clicks from both Mesoplodon and Globicephela. 
Table 4 summarizes the performance of the 5-class CS-SVM 
for all of the Workshop test data.
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Classification from passive acoustics: 
deep approach

Sound converted to spectrogram using Short Term Fourier 
Transform with various parameters 

Detection and annotation by humans 

Test of classification based on human annotation, from the 
image of the spectrogram, with two CNNs 

of understanding human perceptions of pitch when frequency is expressed on a
linear scale. For example, while the difference between two signals occurring at
1000Hz and 1500Hz and two other signals occurring at 10kHz and 10.5kHz are
numerically equivalent (i.e., equal to 500Hz), the difference of the lower frequency
signals is perceptually much larger to a human listener.

The bandwidth of the data we are attempting to classify is relatively low (i.e.,
 1000Hz), therefore the CNNs imperception to pitch is not a major concern.
However, in order to test this hypothesis, we additionally generate mel-scaled
spectrograms whereby frequency is transformed from hertz to mels (from the
word melody) using the formula outlined in Equation 2.

!mel = 2595 log10

⇣
1 +

!Hz

700

⌘
. (2)

Following this transformation, the resulting frequency scale more closely aligns
with the log-like human perception of pitch.

3.2 Novel Representation: Stacked & Interpolated Spectrograms

The majority of the DCS detailed in Section 2 were trained using large collections
of single channel inputs in the form of spectrograms. During the creation process
of said data sets, a decision must be made on the appropriate combination of
parameters to pass to the STFT. In practice, when marine biologists analyze
acoustic recordings, they will often generate multiple spectrograms using different
STFT parameters, for example: changing the length of the FFT window and/or
the window overlap. By changing the parameters of the STFT, the time and
frequency resolutions of the spectrogram are altered. Using multiple spectrograms
with varying resolutions is particularly helpful when annotating underwater
acoustic recordings containing marine mammal vocalizations because some species
tend to make prolonged low-frequency vocalizations with a small bandwidth (e.g.:
blue whale moans), while other species make shorter vocalizations with a larger
bandwidth (e.g.: humpback songs). Depending on the set of parameters used to
generate the spectrogram, one can easily misclassify a vocalization as a different
species or miss the vocalization entirely.

(1) STFT (3) Interpolation

Fig. 1. Simple illustration demonstrating the process of transforming a waveform of an
acoustic signal into a multi-channel input via interpolation and stacking.
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during the summer and fall months of 2015 and 2016 in the areas surrounding
the Scotian Shelf; along the coast of the Atlantic Canadian provinces (Figure 2).

Fig. 2. Map depicting the locations of the recording devices deployed by JASCO Applied
Sciences along the Scotian Shelf located off the coast of Atlantic Canada.

The recordings were sampled at both 8kHz and 250kHz in order to capture
the low frequency vocalizations of baleen whales and high frequency vocalizations
of toothed whales, respectively. In this work we focus on the detection and
classification of baleen whales. In particular, we are interested in three species:
blue whales (Balaenoptera musculus), fin whales (Balaenoptera physalus), and sei
whales (Balaenoptera borealis). These species can be particularly challenging to
classify as they are each capable of making a similar vocalization known as a down
sweep during the summer months. A large collection of baleen whale vocalizations
fall below 1000Hz, therefore, we restrict our set of acoustic recordings to those
collected using the 8kHz sampling rate.

The acoustic recordings were analyzed by marine biology experts producing
over 30,000 annotations in the form of bounding boxes around signals pertaining to
the three species of whales and other acoustic sources labelled as “non-biological”.
Other species of whales present in the recording area were also annotated, however,
they were not included in this paper. The distribution of annotations is heavily
unbalanced in favour of the more vocal fin whales at a 6:1 ratio.

The data sets used for training, validating, and testing each classifier were
created in the following fashion. First, the human annotations were centred within
an excerpt 30 seconds long. Four spectrograms depicting typical examples of
the 30 second excerpts are provided in Figure 3; one for each of the possible
acoustic sources. Example annotations are drawn using dashed vertical lines. As
we can see, not every vocalization that appeared in a spectrogram was labelled.
In Figure 3a for example, there appears to be three blue whale vocalizations
occurring consecutively, however, only the second has been annotated.

8

Fig. 3. Example spectrograms displaying frequency in hertz on a log-scale. Examples
are provided for each of the three whale species: a) blue whales, b) fin whales, c) sei
whales, and d) non-biological noise. Dashed vertical lines depict the upper and lower
bounds of the expert annotations.

For each 30 second excerpt, a smaller ten second long sample (here on referred
to as simply a “sample”) containing the annotation was randomly selected from
the larger excerpt. Due to the partial labelling of the recordings, it is possible
that a sample may include more than one vocalization. For example, a sample
from time 10 to 20 seconds in the file used to produce Figure 3c, would in fact
contain three sei whale vocalizations. The set of data containing only ambient
noise was produced in a similar fashion, however, they were produced from a
large set of files that were known to not contain baleen whale vocalizations. As
such, the sampling routine simply selected a ten second sample randomly from
the entire file.

A spectrogram of each sample was produced corresponding to the CNN
that was being trained and the matrices corresponding to the values of the
spectrograms were used as training instances. In total there were five categories
of classifiers: three trained on single-channel spectrograms using increasing FFT
window lengths (i.e., 256, 2048, and 16,384 samples); one trained on single-channel
mel-scaled spectrograms using a window length of 2048 samples and 128 mels;
and one trained on a three-channel version of the novel representation described
in Section 3.2. The three spectrograms used in creating the novel representation
used window lengths of 256, 2048, and 16,384 samples respectively and were
interpolated to fit within a grid of height 256 and width 128 units. All of the
above spectrograms were produced using the Hann window function and used an
FFT window overlap of 1/4 the window length. The choice of window lengths
were chosen in order to capture short sweeping vocalizations such as whistles
(i.e., 256 ⇡ 1/32 the sampling rate), a more inclusive group of vocalizations (i.e.,
2048 ⇡ 1/4 the sampling rate), and long vocalizations that are fairly persistent

9

The CNNs were each trained for a total of 100 epochs. After each epoch, the
validation set was evaluated and the model with the best performance in terms
of F-1 Score was saved. An early stopping criteria was not used, however, if the
model began to overfit to the training data and the F-1 Score of the validation
set did not improve, the best model with respect to the validation set was still
maintained. Finally, the training process of each classifier was repeated ten times
using different random number generator seeds.

5 Experimental Results

Table 2 contains the mean evaluation metrics and 95% confidence intervals over
ten training runs for the ResNet and VGG CNNs.

Table 2. Mean performance and 95% confidence intervals of ten training/testing runs
using random number generator seeds for each combination of CNN architecture and
STFT parameter set.

ResNet-50 Performance

NFFT Accuracy Precision Recall F-1 Score

3-channels (Hz) - 0.953 (±0.016) 0.887 (±0.045) 0.871 (±0.036) 0.878 (±0.031)

1-channel (Hz)

256 0.883 (±0.022) 0.714 (±0.060) 0.641 (±0.037) 0.675 (±0.046)

2048 0.944 (±0.009) 0.863 (±0.036) 0.838 (±0.039) 0.850 (±0.023)

16384 0.943 (±0.013) 0.860 (±0.032) 0.847 (±0.058) 0.853 (±0.031)

1-channel (mels) 2048 0.895 (±0.031) 0.762 (±0.067) 0.723 (±0.048) 0.742 (±0.044)

VGG-19 Performance

NFFT Accuracy Precision Recall F-1 Score

3-channels (Hz) - 0.961 (±0.017) 0.906 (±0.044) 0.892 (±0.049) 0.899 (±0.041)

1-channel (Hz)

256 0.914 (±0.024) 0.790 (±0.048) 0.771 (±0.070) 0.780 (±0.053)

2048 0.959 (±0.019) 0.899 (±0.041) 0.889 (±0.048) 0.894 (±0.039)

16384 0.951 (±0.017) 0.871 (±0.037) 0.878 (±0.038) 0.875 (±0.028)

1-channel (mels) 2048 0.918 (±0.022) 0.818 (±0.043) 0.784 (±0.036) 0.801 (±0.034)

The classifier trained on the novel representation outperforms the remaining
classifiers trained on single-channel inputs. Paired two-sample t -tests indicate
that the improvement in performance between the classifier trained on the novel
representation is statistically significant in all cases with one exception: the
VGG-19 CNN trained on single-channel inputs using a window length of 2048
samples.

Figure 4 contains four confusion matrices: two corresponding to the VGG-19
architecture and two corresponding to the ResNet-50 architecture. In both cases,
the best two performing classifiers were those trained on the novel representation
and the single-channel linearly scaled spectrogram produced using a window
length of 2048 samples.
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Target classification from active acoustics: 
classic approach

Extraction of various features of each school Classification using an Artificial Neural Network

and so is the knowledge of the subject. This is known as the
weight of the connection. Later, if the network is presented
with a different school of the same species, the encountered
union of neurons will be weak initially, so the network must
be trained to recognize the object in this new presentation.
After some training sessions, the neural system is able to recog-
nize the object, e.g. a school of a certain species, in all its forms
(Figure 6).

Most of the classifiers perform better if the input data are pre-
processed (normalized). This can be done by applying different

criteria; in our case, normalization was done by scaling the
ranges of variables to the interval 0–1. Table 2 presents an
example with two of the school descriptors considered in this
study: the mean volume-backscattering strength (Sv) and the
school height (Hc). To measure the classification accuracy of the
network, we must compare its actual output with the correct
output over a number of trials. This is the testing phase and
requires additional, randomly selected examples from the same
set of verified data, but excluding any used during the training
phase. In practice, the ground-truth dataset is partitioned at

Figure 3. Typical echo-recordings: (a) anchovy, (b) sprat, (c) rough scad, (d) longtail hoki, and (e) blue whiting.
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random into two parts; one is used for training and the remainder
is used for testing the ANN.

In our study, different fractional partitions of the whole dataset
were tried for training and testing the ANNs: 50:50, 60:40, and
70:30%. The best performance was achieved with a partition of
70:30% for training vs. testing.

Types and architectures of the ANNs utilized for this study
Three different types of ANN were considered for this study: SOM,
FF using back-propagation algorithm, and RBN.

A SOM is a type of ANN that is trained with unsupervised
learning to produce a two-dimensional representation of the
input data using the training samples, commonly called a map.
Like most ANNs, SOMs work in two modes: training and
mapping. Training builds the map using input examples. It is a
competitive process (Kohonen, 2001).

An FF network with a back-propagation algorithm is a type of
supervised learning network, which employs a cycle-spread adap-
tation of two phases. Once a pattern has been fed to the input of
the network as a stimulus, it spreads from the first layer through
the upper layers of the network to generate an output. This is com-
pared with the desired output, and an error signal is calculated for
each output. In our case, networks of three layers (input–hidden–
output) were tested. In this type of architecture (multilayer), there

Figure 4. General schemes of the ANN structures: (a) multilayer
network, (b) SOM, and (c) RBN.

Figure 5. Neural-network process from input data (left) to output of results (right).

Figure 6. Classification process illustrating the training and testing
phases.

Table 2. Statistics from data preprocessing for two school
descriptors, the mean volume-backscattering strength Sv, and the
school height Hc.

Parameter Sv (dB) Sv (0, 1) Hc (m) Hc (0, 1)
Mean 248.1 0.55 7.72 0.06
Min. 270 0 0.25 0
Max. 223.9 1 121 1
s.d. 8.18 0.15 7.36 0.61

In the final column, Hc is normalized to the interval 0–1.
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input signals to train the ANNs for fish-species classification.
Haralabous and Georgakarakos (1996) used the same approach as
that employed here: school descriptors as the input for the ANNs.

In the present study, we also tested the ANNs with school data,
but from a much larger database that contains school information
from the whole Argentine Sea. Fish species belonging to different
environments are considered as items for classification with the
ANNs. They are distributed over an area of .1 000 000 km2,
between latitudes 358S and 568S and from the coastal zone to
the continental slope.

Several of the most important commercial species were selected
for study: Argentine anchovy (Engraulis anchoita), rough scad
(Trachurus lathami), sprat (Sprattus fuegensis), longtail hoki
(Macruronus magellanicus), and blue whiting (Micromesistius
australis). All of these species form schools during daytime. They
are all important targets for the fishing industry.

Our study evaluates different configurations of ANNs for fish-
species identification using acoustic-school descriptors obtained
with calibrated echosounders deployed in the Southwest Atlantic
Ocean.

Material and methods
Data collection
A fish-school database of .6400 records (one record per school)
was built using information obtained from several acoustic surveys
done over the Argentine continental shelf between 1995 and 2007
(Figure 1). The vessels involved were the RVs “Capitán Oca Balda”
and “Dr Eduardo L. Holmberg”, both operated by the National
Institute of Fishery Research and Development (INIDEP). A com-
mercial fishing vessel, the FV “San Arawa II” operated by Pesquera
Sanford de Argentina S.A., was also employed for the data
collection.

Simrad EK-500 echosounders were used on board the research
vessels for data acquisition. A Simrad ES-60 echosounder was used
on the commercial vessel. All the echosounders had 38 kHz
split-beam transducers (ES-38B) with a circular beam width
of 78 at half-power points. The transmitted pulse duration

was 1 ms and a wide bandwidth was used. All the echosounders
were calibrated with standard targets following Foote (1987).
The Bergen Echo Integrator (Foote, et al., 1991) was employed
for data acquisition on the research vessels. On the commercial
fishing vessel, the raw data files were logged directly by the
ES-60 echosounder.

The present analysis is based only on acoustic data recorded at
trawl stations. Because the fish schools disperse at night into scat-
tered layers, only data obtained during daylight were considered.

Biological information was obtained from the trawl catches.
Only those trawls where .95% of the catch comprised the same
species were considered. All catches ,100 kg were excluded
from the analysis.

Acoustic data processing
School-data analysis was done using EchoView (v.4.10.67;
SonarData, 2005). The fish-school boundaries were determined
using the algorithm provided in the school program module. The
school recognition algorithm is described in Lawson et al.
(2001). Because of the very different school sizes among the con-
sidered species, the algorithm parameters were set accordingly.

In all, 30 school parameters or “descriptors” were extracted
from each detected school. These descriptors were grouped into
three main categories: energetic, bathymetric, and morphological
(Table 1, Figure 2). All morphological measurements were cor-
rected for beam width effects (Diner, 2001). The analysis was
done on the echogram data with 20 log R time-varied gain
applied. The Sv threshold used was 270 dB always. Additionally,
the temporal and geographical details of each school were recorded.

Data extracted from each school were organized and stored as
records in a relational database (Ingres, 2007). Software code
was developed at INIDEP for database queries. Fish schools with
an estimated length ,1 m or intersecting less than four consecu-
tive pings were excluded from this analysis.

The resulting fish-school database contains .6400 records, one
record per school, from a total of six analysed species/stocks.
There are 4100 records of Argentine anchovy (E. anchoita),
which are divided between two stocks: 2999 and 1101 for the
northern and southern stocks respectively; 168 records of rough
scad (T. lathami), 279 of sprat (S. fuegensis), 1768 of longtail
hoki (M. magellanicus), and 124 of blue whiting (M. australis).
The variable number of records per species is as a result of their
relative abundances as well as the different number of surveys tar-
geting the considered species during the data-collection period
(1995–2007). Echo-recordings characteristic of the analysed
species are illustrated in Figure 3.

Artificial neural networks
ANNs are mathematical models based on biological neural net-
works. Schemes of generic ANNs are outlined in Figure 4. The
model is an interconnected group of artificial neurons that
process information in parallel. Usually, an ANN is an adaptive
system that changes its structure based on external or internal
information that flows through the network during the learning
phase. In more practical terms, neural networks are non-linear,
statistical, data-modelling tools used for modelling complex
relationships between inputs and outputs, or to find patterns in
data. In our case, the inputs are the school descriptors. The pat-
terns contained in the input data are presented to the network,
which has to categorize them according to the predefined
classes; in our case, the six species or fish stocks. After training,

Figure 1. Hydroacoustic surveys done for fish-stock assessment by
INIDEP between 1995 and 2007.
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Table 4. Confusion matrices of the three ANNs for Trial 2.

Recognized category (%)

Number of casesSOM Species Bonaerensis anchovy Sprat Rough scad Hoki Blue whiting Patagonian anchovy Unrecognized
True category (%) Bonaerensis anchovy 90.2 0.6 1.5 0.9 0 6.8 0.1 886

Sprat 45.5 23.4 0 5.2 0 26.0 0 77
Rough scad 49.0 0 51 0 0 0 0 51
Hoki 3.1 0.7 0.2 93.5 0.5 2.0 0 556
Blue whiting 0 0 0 55.6 44.4 0 0 36
Patagonian anchovy 25.5 2.5 1.5 3.7 0 66.8 0 325

Total 1 931

FF

Recognized category (%)

Number of casesBonaerensis anchovy Sprat Rough scad Hoki Blue whiting Patagonian anchovy Unrecognized

True category (%) Bonaerensis anchovy 93.3 0 0.7 0.9 0.1 5.1 0 923
Sprat 41.8 35.4 0 6.3 1.3 15.2 0 79
Rough scad 63.5 0 36.5 0 0 0 0 52
Hoki 2.3 0.2 0.2 92.7 0.8 3.9 0 533
Blue whiting 0 2.6 0 23.7 73.7 0 0 38
Patagonian anchovy 27.1 1.6 0 2.3 0 69.0 0 306

Total 1 931

RBN

Recognized category

Number of casesBonaerensis anchovy Sprat Rough scad Hoki Blue whiting Patagonian anchovy Unrecognized

True category Bonaerensis anchovy 93.8 0.1 0.8 1.1 0 4.2 0 886
Sprat 41.6 36.4 0 6.5 0 15.6 0 77
Rough scad 52.9 0 37.3 5.9 0 3.9 0 51
Hoki 3.1 1.1 0 92.6 1.6 1.6 0 556
Blue whiting 0 2.8 0 47.2 50 0 0 36
Patagonian anchovy 26.2 0.9 0 2.8 0 70.2 0 325

Total 1 931

Emboldened numbers represent the percentage of successful recognitions.
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the network should be able to detect and correctly classify even
complex patterns.

The internal process of an ANN can be summarized as follows.
Each input signal passes through a gain or weight, called the
synaptic weight or strength connection whose role is similar to
the synaptic function of the biological neuron. The weights can
be positive (excitatory) or negative (inhibitory). The node sum-
mation accumulates all the entered signals multiplied by the
weighted input and passes to the output through a threshold or
transfer function (TF; Figure 5). Typical TFs are polynomial

(linear, quadratic, cubic, etc.), hyperbolic (tan, sigmoid), kernel
(Gaussian), and wavelet.

Training and testing an ANN
When the system of neurons detects an object (e.g. a fish
school), some of the sensors are activated and send signals to
the hidden neurons. This is achieved by the so-called activation
function. Neurons that fire with the input signal increase the
degree of connection to themselves. If the same object is pre-
sented repeatedly, the interconnection of neurons is reinforced,

Figure 2. Examples of the school descriptors utilized for the study.

Table 1. The main school descriptors used for training and testing the ANNs.

School descriptor Symbol Computations Units
Energetic

Volume-backscattering strength* Sv – dB
Maximum volume-backscattering strength* Svmax – dB
Vertical roughness VR – dB
Horizontal roughness HR – dB
Skewness Skew Equations (7.7) and (7.8) of Zar (1984) –
Kurtosis Kur Equations (7.13) and (7.15) of Zar (1984) –

Morphometric
Length* Lc Lc ¼ [L 2 2 D tan( f/2)] m
Height* Hc Hc ¼ H 2 ct/2 m
Perimeter* Pc Pc ¼ P 2 2[(L 2 Lc) þ (H 2 Hc)] m
Area* Ac Ac ¼ A (LcHc)/(LH) m2

Volume* Vc Vc ¼ Lc(Hc/2)2 m3

Fractal dimension FD FD ¼ 2 ln(Pc/4)/ln(Ac) –
Elongation EL EL ¼ Lc/Hc –
Image compactness IC IC¼P2/(4pAc) –
Rectangularity Rec Rec ¼ (LH)/A –
Circularity Cir Cir ¼ P2/(pA) –

Bathymetric
School depth Zc – m
Bottom depth Zf – m
Altitude index 1 Alt 1 Alt 1 ¼ (Zc þ Hc/2)/Zf

Altitude index 2 Alt 2 Alt 2 ¼ Zf 2 (Zc þ Hc/2) m

*Selected energetic and morphometric descriptors used as input for Trial 3.
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Target classification from active acoustics: 
semi-supervised deep learning

Cut input in 32×32×4 blocs 

Annotate some blocs 

Cluster blocs based on similarity, propagate annotations to 
similar blocs 

Train CNN on propagated labels: good performance even 
with very few annotations

Semi-supervised target classification in multi-frequency echosounder data 

Figure 1. A part of the echosounder data at kHz (up) and the corresponding pixel-level annotation map (down). Each square indicates a
patch of size  ×  pixels, where the squares are regularly overlaid on the echosounder data with a random shift in a range of [−, ] pixels
both horizontal and vertical axes. Each echosounder patch and the corresponding annotation patch are extracted from the same location.
Patches having a surface effect (yellow line at the top of the echosounder data) are discarded. SE are colored blue and the school of OT is red in
the pixel-level annotation map.

ally delineates the fish school boundaries and annotates the schools
across all years using the Large Scale Survey System software (Ko-
rneliussen et al., 2016). The primary frequency for the software is
chosen to 200 kHz considering the highest SE signal-to-noise ratio
(Johnsen et al., 2009). The operator adjusts the detection thresh-
old centered at −63 dB at the primary frequency to visually distin-
guish the fish school boundaries. The delineated boundary is re-
fined using binary morphological closing to have smoother and re-
alistic edges (Brautaset et al., 2020). The species decision process of
the delineated fish schools is also manually performed by inspect-
ing the frequency response for each detected school and is further
validated by trawl samples where applicable. In addition to the ex-
pensive manual process, there is an element of tacit knowledge as
with any expert system. This challenges to reliably define the criteria
for the classification, as an effect from the operator may implicitly
influence the decision.

Patch extraction and annotation
In general, CNN-based image tasks assume a fixed dimension of
both an input image and the outcome. To apply CNN on the
echosounder data, we extract fixed and small-sized patches from
the data. Each extracted patch consists of 32 × 32 × 4 pixels, where
“4” refers to the number of echosounder channels. This patch clas-
sification task can be seen as a down-stream task since the CNN
learns visual features from the patches, and abstracts the learned
features to class prediction vectors, where the length of the vector
is equal to the number of classes to predict. Note that each element
in the vector represents the probability of the class prediction of
the patch with respect to each class that is achieved by the softmax
function (see deep learning terminologies in the Appendix for the
further details).

For the training patch extraction, we administer two criteria to
avoid potential sources of bias: overlap between patches is not al-
lowed, and the extracting location of a patch should be determined
with stochasticity. Abiding by the criteria, we first overlay grid
points spacing 36 × 36 on both the echosounder data and the cor-
responding pixel-level annotation map. Figure 1 depicts the overlay
of the windows for patch extraction based on the grid points. Each

Figure 2. Nine pairs of the patches extracted from the echosounder
data at  kHz and the corresponding pixel-level annotation map.
Three patches are randomly selected per class of BG, OT, or SE.

grid point becomes the center of the window for the patch extrac-
tion, randomly shifted within a range of [−2, 2] pixels to both width
and height axes to add stochasticity. Due to the margin in the spac-
ing of the overlaid grid points, there is no overlap between patches.
Note that the stochastic spacing is only applied to the training set.
The patches from the test set are extracted from a fixed grid, where
the centroids are spaced in 32 × 32. To neglect the undesired surface
effect that lies at the first ten rows from the top of each echosounder
data, we locate the grid points in a way that patches exclude this sur-
face effect. Figure 2 shows the patches from the echosounder data
and the pixel-level annotation map.

We annotate each echosounder patch leveraging the correspond-
ing pixel-level annotation. According to the extracted patch dimen-
sion, 1024 (32 × 32) annotated pixels determine the patch annota-
tion. We assign the SE or OT class to the patch, where the num-
ber of corresponding fish pixels is greater than or equal to 16 pixels
which occupy 1.56% of the pixels in the patch. On the other hand,
the patch without fish-annotated pixels is annotated to the BG class.
The number of patches having both SE and OT pixels together or
one fish class but less than 16 fish pixels is negligibly small and those
patches are discarded.
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Figure 1. A part of the echosounder data at kHz (up) and the corresponding pixel-level annotation map (down). Each square indicates a
patch of size  ×  pixels, where the squares are regularly overlaid on the echosounder data with a random shift in a range of [−, ] pixels
both horizontal and vertical axes. Each echosounder patch and the corresponding annotation patch are extracted from the same location.
Patches having a surface effect (yellow line at the top of the echosounder data) are discarded. SE are colored blue and the school of OT is red in
the pixel-level annotation map.

ally delineates the fish school boundaries and annotates the schools
across all years using the Large Scale Survey System software (Ko-
rneliussen et al., 2016). The primary frequency for the software is
chosen to 200 kHz considering the highest SE signal-to-noise ratio
(Johnsen et al., 2009). The operator adjusts the detection thresh-
old centered at −63 dB at the primary frequency to visually distin-
guish the fish school boundaries. The delineated boundary is re-
fined using binary morphological closing to have smoother and re-
alistic edges (Brautaset et al., 2020). The species decision process of
the delineated fish schools is also manually performed by inspect-
ing the frequency response for each detected school and is further
validated by trawl samples where applicable. In addition to the ex-
pensive manual process, there is an element of tacit knowledge as
with any expert system. This challenges to reliably define the criteria
for the classification, as an effect from the operator may implicitly
influence the decision.

Patch extraction and annotation
In general, CNN-based image tasks assume a fixed dimension of
both an input image and the outcome. To apply CNN on the
echosounder data, we extract fixed and small-sized patches from
the data. Each extracted patch consists of 32 × 32 × 4 pixels, where
“4” refers to the number of echosounder channels. This patch clas-
sification task can be seen as a down-stream task since the CNN
learns visual features from the patches, and abstracts the learned
features to class prediction vectors, where the length of the vector
is equal to the number of classes to predict. Note that each element
in the vector represents the probability of the class prediction of
the patch with respect to each class that is achieved by the softmax
function (see deep learning terminologies in the Appendix for the
further details).

For the training patch extraction, we administer two criteria to
avoid potential sources of bias: overlap between patches is not al-
lowed, and the extracting location of a patch should be determined
with stochasticity. Abiding by the criteria, we first overlay grid
points spacing 36 × 36 on both the echosounder data and the cor-
responding pixel-level annotation map. Figure 1 depicts the overlay
of the windows for patch extraction based on the grid points. Each

Figure 2. Nine pairs of the patches extracted from the echosounder
data at  kHz and the corresponding pixel-level annotation map.
Three patches are randomly selected per class of BG, OT, or SE.

grid point becomes the center of the window for the patch extrac-
tion, randomly shifted within a range of [−2, 2] pixels to both width
and height axes to add stochasticity. Due to the margin in the spac-
ing of the overlaid grid points, there is no overlap between patches.
Note that the stochastic spacing is only applied to the training set.
The patches from the test set are extracted from a fixed grid, where
the centroids are spaced in 32 × 32. To neglect the undesired surface
effect that lies at the first ten rows from the top of each echosounder
data, we locate the grid points in a way that patches exclude this sur-
face effect. Figure 2 shows the patches from the echosounder data
and the pixel-level annotation map.

We annotate each echosounder patch leveraging the correspond-
ing pixel-level annotation. According to the extracted patch dimen-
sion, 1024 (32 × 32) annotated pixels determine the patch annota-
tion. We assign the SE or OT class to the patch, where the num-
ber of corresponding fish pixels is greater than or equal to 16 pixels
which occupy 1.56% of the pixels in the patch. On the other hand,
the patch without fish-annotated pixels is annotated to the BG class.
The number of patches having both SE and OT pixels together or
one fish class but less than 16 fish pixels is negligibly small and those
patches are discarded.
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Figure 3. Overview of the proposed method. Each point represents the extracted patch, where the point in gray is unannotated while the
points in color (red, green, or blue) indicates the annotated one with respect to the class. (a) The training data occupy an arbitrary space. (b)
The clustering objective helps to form clusters regardless of the annotation. (c) The available annotated data and the classification objective
optimize the CNN in a supervised manner. (d) The iteration of (b) and (c) constructs the decision boundary with respect to given classes,
where the unannotated points take their place inside the boundary according to their own clusters.

Figure 4. Training procedure of the proposed method. Each orange
bar represents the feature representation of each patch in a vectorial
form of the specified length. We configure that the output of the
CNN is a vector of length . Only the CNN and FC layer with red
outlines are optimized in each stage. () Create pseudo-labels. ()
Optimize the CNN using cluster objective. () Optimize the CNN and
FC using classification objective.

The proposed method takes inspiration from the study of Caron
et al. (2018) that clusters using k-means and optimizes the CNN
based on the cluster assignments, which are called pseudo-labels.
The proposed method clusters the feature representations of all
training patches into K clusters using k-means, in a way to find the
best assignment that minimizes the k-means loss:

Lkmns = 1
N

N∑

i=1
min

ck
d(h(i), ck ). (1)

In this expression, N is the number of training patches, d( ·, ·) is the
L2 distance between two vectors, ck is the centroid of the cluster k,
h(i) = g

(
fθ (x(i) )

)
are the principal components of the feature rep-

resentations of the ith input training patch x(i), fθ ( · ) is the CNN

that produces the feature representation, and g( · ) computes prin-
cipal component analysis (PCA). Note that we perform PCA (Wold
et al., 1987) on the feature representations before clustering in or-
der to use only the first few principal components for manageable
computational complexity. Also note that the CNN remains fixed
without being optimized in this step.

Next, we optimize the CNN to learn the feature representations
clustered by k-means. The CNN is trained in a supervised manner
by the supervision of the pseudo-labels, not the annotations, where
the assignment indices from the result of the k-means clustering
become the pseudo-labels. A cross-entropy loss, which is a standard
choice for the classification task in SDL, is used for the optimization.

To align the lengths of the feature representation and the pseudo-
label to K, we append a single fully connected (FC) layer with a soft-
max at the end of the CNN, depicted as FC1 in Figure 4. The CNN
appended by FC1 becomes an end-to-end learning model.

The clustering objective is depicted as:

Lcls = 1
N

N∑

i=1
CE{ f̃θ (x(i) ), ŷ(i)}, (2)

where CE(z, y) = −
∑

k yk log(zk ) is the cross-entropy loss of a sin-
gle datapoint, ŷ(i) ∈ {0, 1}K is the one-hot encoded pseudo-label of
x(i), and f̃θ (·) is the FC1-appended CNN that produces the pseudo-
label prediction. The entire set of the pseudo-labels is changed each
time when a new clustering result is obtained. We randomly initial-
ize the weights of FC1, which aligns the representation of the CNN
to the pseudo-labels, for each new update of the pseudo-label set.

Classification objective
The classification objective enforces consistency of predictions with
regard to the given classes in the partially available annotated data.
Using available annotated data, we train the model in a supervised
manner with respect to the given classes, anticipating that the model
learns the feature representations to compact each cluster in terms
of the annotated data. The learned representations are reflected in
updating the clustering structure, in such a way that the structure
converges with respect to the given class distribution. Note that the
class indices matter in this step. After removing FC1 from the CNN,
we append another FC layer with softmax, called FC2, at the same
place, to learn the class prediction using the cross-entropy loss.
The CNN appended by FC2 also becomes an end-to-end learning
model.
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Table 4. Prediction accuracies and F scores for the class-balanced test set.

Class-bal. Accuracy F1 score (three classes, macro averaging)
test set Semi-supervised Supervised Semi-supervised Supervised
Annotation U-Im U-Ba AO U-Im U-Ba AO
ratio Ours S3VM Ours S3VM Ours SDL Ours S3VM Ours S3VM Ours SDL

. 0.8202 . 0.8190 .
. 0.7814 . 0.7896 . 0.7531 . 0.7794 . 0.7872 . 0.7481 .
. 0.7484 . 0.7694 . . 0.6909 0.7447 . 0.7666 . . 0.6886
. 0.7364 . 0.7159 . 0.6495 . 0.7326 . 0.7153 . 0.6468 .

SVM (Bagattini et al., ) and the standard SDL models are introduced as the benchmarks. The prediction accuracies and F scores of the test
set are presented with respect to the settings of the training set.
Bold values denote statistical significance at the p < . level.

Figure 6. t-SNE plots for visual comparison (class-balanced test set). The feature vectors of the CNN for each setting are compressed for the
three-dimensional plot. (a) U-Im, (b) U-Ba, and (c) AO. Less difference between the ground truth and prediction is observed from the higher
annotation ratio.

0.8202) outperforms the standard SDL (accuracy 0.8000) by 2.02
percentage points. This trend is consistent also with other annota-
tion ratios.

These results validate that the proposed method leveraging the
unsupervised clustering objective improves the prediction perfor-
mance over common SDL. We argue that the alternating optimiza-
tion of the two proposed objectives leads the model to understand
more about the global data distribution, and this contributes to cre-

ating improved decision boundaries compared to the traditional su-
pervised learning approach that learns to mimic the given class at-
tributes in the training set.

Annotation ratio
Throughout the cases, we observe as a tendency that the predic-
tion accuracy increases as the annotation ratio increases. Interest-
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Table 4. Prediction accuracies and F scores for the class-balanced test set.

Class-bal. Accuracy F1 score (three classes, macro averaging)
test set Semi-supervised Supervised Semi-supervised Supervised
Annotation U-Im U-Ba AO U-Im U-Ba AO
ratio Ours S3VM Ours S3VM Ours SDL Ours S3VM Ours S3VM Ours SDL

. 0.8202 . 0.8190 .
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SVM (Bagattini et al., ) and the standard SDL models are introduced as the benchmarks. The prediction accuracies and F scores of the test
set are presented with respect to the settings of the training set.
Bold values denote statistical significance at the p < . level.

Figure 6. t-SNE plots for visual comparison (class-balanced test set). The feature vectors of the CNN for each setting are compressed for the
three-dimensional plot. (a) U-Im, (b) U-Ba, and (c) AO. Less difference between the ground truth and prediction is observed from the higher
annotation ratio.

0.8202) outperforms the standard SDL (accuracy 0.8000) by 2.02
percentage points. This trend is consistent also with other annota-
tion ratios.

These results validate that the proposed method leveraging the
unsupervised clustering objective improves the prediction perfor-
mance over common SDL. We argue that the alternating optimiza-
tion of the two proposed objectives leads the model to understand
more about the global data distribution, and this contributes to cre-

ating improved decision boundaries compared to the traditional su-
pervised learning approach that learns to mimic the given class at-
tributes in the training set.

Annotation ratio
Throughout the cases, we observe as a tendency that the predic-
tion accuracy increases as the annotation ratio increases. Interest-
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Transition towards deep learning 
for acoustic target classification
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Machine learning as an investigative tool 

Machine learning to improve 
ecological understanding



Gradient boosting to predict the basin-scale distribution of organisms
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CNNs to take the context into account

Same approach but consider a full region, summarised by a 
CNN, instead of one value

Preprint for review 8

2.3.3 Feature scaling 148

All data were scaled to the [0, 1] interval, and saved into a data cube (32 ⇥ 32 geographical pixels 149

⇥29 layers). Outliers (highest and lowest 1% of the values of the training data set) were clipped and 150

the scaling factors were saved to be reapplied to any subsequent input data. 151

There are some missing data because of natural phenomena such as clouds, or because the occur- 152

rences were out of the data set time range. In that case, we used the median value of the variable 153

over the tile. If data was missing over the whole tile, we used the median value over the whole data 154

set instead. 155

Figure 3 shows an example of all the data that are included in the data cube used for training, with 156

the feature scaling reversed in order to show the real values. The �gure does not show the four 157

binary geographical variables. 158

Figure 3. Environmental variables around the point of coordinates -14.389°S, 78.918°E on March 20th, 2021.
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(a) Caretta caretta

(b)Mobula alfredi

(c) Pu�inus pacificus

Figure 5. Examples of distribution maps on March 20th, 2021.
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Figure 5. Examples of distribution maps on March 20th, 2021.
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Figure 8. Variables that had the most influence on the determination of each taxon presence
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Few dominant species/events, many rare ones 

⇒ Dataset shift 

⇒ Quantification

low, both methods shifted the output below the true popula-
tion. Likewise, when the true prevalence was high, the AC
approaches shifted the diatom numbers above the original
classifier output (Fig. 5b).

The over- or underestimation behavior is to be expected in
cases when the classifier is trained on a uniform distribution.
Doing so makes the classifier unbiased to one class or the other,
effectively causing the computer to ignore the prior in the BDR
(Eq. 1). The classifier then only considers the likelihood of the
features, causing it to put most long, skinny ROIs into the
chain class. That in turn makes the denominator of Eq. 5 small
when considering the relatively rare chain class, yielding a
quantifier highly sensitive to errors in the estimate of tpr or fpr.

The pAC dampened the AC’s sensitivity by relying on fdr
and for estimates from the exponential relationships with the
CC prevalence. The output from pAC was typically closer to
the true prior than either the CC or AC prevalence esti-
mates (Fig. 5).

Supervised quantification
The fully annotated 41-sample test set was used to model

and assess the performance of a supervised quantification
scheme. In all, 1000 random subsets of m ROIs were drawn
from the ResNet output in each of the 41 test samples. The fdr
from each random subset was computed based on the human
labels. Each fdr was then used to adjust the prevalence
according to Eq. 12. The q0 from each random subset was then
used to compute a mean prevalence and standard error of the
supervised quantification procedure in each of the 41 samples.
The procedure estimates the sampling distribution of a super-
vised quantifier at different settings of m (Fig. 6).

Supervised quantification was assessed for m = 10, 20, and
50 ROIs. The mean estimated prevalence for all values of
m was very close to the actual prior. As m increased, the width
of the distribution around the mean estimated prevalence got
narrower. This intuitively makes sense: as m approaches the
size of the whole sample, the estimate of the fdr, and thus the
prevalence, become progressively closer to the true values.

A larger number of human-annotated ROIs from the classi-
fier output will ensure a more accurate estimate of the fdr and
the relative abundance of the class. The number of machine-
sorted ROIs checked by a human can be adjusted according to
the project goals and constraints. We note, however, that esti-
mating the fdr as few as 10 images per target space or time
period and applying the correction of Eq. 12 can yield a
remarkable improvement in abundance estimates.

Performance metric
We use the mean absolute error, or MAE, to compare the

performance of each quantifier in the test set:

MAE=
1
k

Xk

i=1

pi,true−qi,0
!!!

!!! ð13Þ

where k is the number of independent samples, pi,true is the
true prevalence of chains in each sample as evaluated by the
human annotator, and qi,0 is the corresponding estimated
prevalence of chains from the quantifier. If the MAE is 0, the
quantifier perfectly returned the true prevalence of the
population.

AC, pAC, and all supervised quantifiers returned a better
MAE than the CC output from the ResNet (Table 2). We pro-
duced standard error bounds from the modeled performance
of the supervised quantifier to illustrate the possible breadth
of prevalence estimates. Even with only 10 human annotated
random samples, the upper bound of the MAE is lower than
either of the AC approaches.

Target domain
The ResNet classifier was run over all unannotated SPCS

data in the desired time and size range (Fig. 7). CC was used to
estimate the prior distribution of relative chain abundance for
each day in the target domain based on the ResNet labels. The

Fig. 5. Adjusted count and prevalence adjusted count applied to the
ResNet output on the subset of the test set that was not used for evalua-
tion of the parameters for each correction method. The 11 displayed data
points were held out for this evaluation. (a) Estimated prevalence as a
function of time. (b) Estimated prevalence as a function of the true prior.
The black line is a visual aid with a slope of 1.

9

Orenstein et al. Population estimates via adjusted image classifier

Orenstein et al, 2020
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What’s next?

New techniques 

CNNs → Vision Transformers 

GANs → Diffusion models 

Newer models are often more expensive (in data, in 
compute) ⇒ are they worth the trouble? 

Unlocking ML’s potential requires cross field collaboration 

⇒ We must train a new generation of scientists!

Kyathanahally et al, 2023



Going further

Join the group to update the database! 

https://www.zotero.org/groups/2325748/wgmlearn/  

Shameful plug

irisson@normalesup.org



The definition of 
machine learning

Has a training and test set 

Feature extraction, data transformation, 
model fitting, and parameters tuning are 
done on the training set only 

The model is then applied to the test set
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Why? It’s the features, not the classifier

Panaïotis et al, in prep



... with little influence of size on performance
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Unsupervised clustering in a morphological space
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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method should motivate future efforts to further develop and
implement objective marine snow classifications. The possibility
to gain qualitative information on each individual marine snow
particle in its natural environment, to identify it, and to retrieve
its ecological role in trophic webs and carbon sequestration is the
most important step forward we have taken. For future studies,
we recommend broadening the perspectives of the selected
morphotypes interpretations, extending the ‘taxonomical’ catalog
of possible types of marine snow, and expanding it over other
regions and processes.

Methods
Sampling locations. Two separate research programs were conducted in
June–July 2016.

As part of the GreenEdge project, the CCGS Amundsen icebreaker sampled
164 stations along east–west transects by following the sea-ice retreat in the Baffin
Bay (Fig. 1). The Baffin Bay is a deep-water basin connected to the Arctic Ocean
through three straits: Lancaster Sound, Jones Sound, and Nares Strait. It is covered
by sea ice during winter; it becomes completely ice-free only in July. Between these
two situations, there is a marginal ice zone present in this area for most of the year.
The Baffin Bay is characterized by intense hydrographic gradients caused by
interactions between the northward-flowing relatively warm current from the
North Atlantic (West Greenland Current) and the colder southward flowing
current from the Arctic (Baffin Current)58 (Fig. 1).

As part of the FRAM project (Frontiers in Arctic marine Monitoring, Long-
Term Ecological Research LTER Hausgarten), Fram Strait was sampled at
26 stations (Fig. 1) from the RV Polarstern. Fram Strait is the only deep gateway
into the Arctic basin and a crucial passage of warm Atlantic water advection into
the Arctic Ocean84. It is also characterized by complex hydrography driven by the
interaction between the northward-flowing Atlantic waters of the West Spitsbergen

Current and the southward flowing Arctic waters of the East Greenland Current
that results in strong mesoscale dynamics and intense formation of eddies85.
Because of the increased transport of warm water by the West Spitsbergen Current
(WSC) in recent years, the ice extent in the Svalbard region has been rapidly
declining86.

Grouping sampling time into phases according to sea ice position. A value of
Open Water Days (OWD) was ascribed to each station of the Baffin Bay campaign,
based on how long it had been ice-free before sampling (positive value) or how
long after sampling it took to become ice-free (negative value), following the
approach applied to the same dataset by Randelhoff et al.58. Because OWD cor-
related clearly with distance to the ice edge (R= 0.88), binning and arranging
stations according to their OWD enabled us to treat it as the spatial distance
relative to the ice coverage.

In Baffin Bay, the dataset was then divided into three phases according to the
sea ice conditions based on OWD. The ice-covered period comprised 54 stations
that were located under the sea ice (<−10 OWD), in the deeper, Arctic-water-
influenced western part of Baffin Bay. The ice break-up period included 24 stations
that were within 10 days of the ice break-up (10 days before to 10 days after). The
ice-free period included 42 stations that were in open waters for more than 10 days
and were located mostly in the eastern shallower part of the Baffin Bay, which is
largely influenced by Atlantic water.

Stations in the Fram Strait were divided following a similar time-for-space
approach into three different phases determined by ice conditions and timing. The
ice-covered phase included 5 stations located in the East Greenland Current
domain. Ice break-up phase included 7 stations in the core of the West Spitsbergen
Current when it was still the ice edge zone (June 25th to 29th). The ice-free phase
included the same stations, but sampled two weeks later (July 6th to 7th), when the
ice had disappeared.

The time-for-space approach, although advantageous in terms of data analysis,
could involve some caveats, mostly due to the impact of different ocean currents on
two sides of the studied areas. In both regions, the differences in the composition of
marine snow between eastern and western stations could be amplified by the fact
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Fig. 6 Conceptual schemes of the phases of the Arctic ice-associated phytoplankton bloom dynamics extended by the corresponding morphological
changes of marine snow. The exemplary marine snow images assessed by the UVP (Underwater Vision Profiler) are presented over various phases of the
Arctic phytoplankton bloom. A Conceptual scheme of the stages of the Arctic phytoplankton bloom. B Conceptual scheme of the corresponding
modification in marine snow composition.
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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method should motivate future efforts to further develop and
implement objective marine snow classifications. The possibility
to gain qualitative information on each individual marine snow
particle in its natural environment, to identify it, and to retrieve
its ecological role in trophic webs and carbon sequestration is the
most important step forward we have taken. For future studies,
we recommend broadening the perspectives of the selected
morphotypes interpretations, extending the ‘taxonomical’ catalog
of possible types of marine snow, and expanding it over other
regions and processes.

Methods
Sampling locations. Two separate research programs were conducted in
June–July 2016.

As part of the GreenEdge project, the CCGS Amundsen icebreaker sampled
164 stations along east–west transects by following the sea-ice retreat in the Baffin
Bay (Fig. 1). The Baffin Bay is a deep-water basin connected to the Arctic Ocean
through three straits: Lancaster Sound, Jones Sound, and Nares Strait. It is covered
by sea ice during winter; it becomes completely ice-free only in July. Between these
two situations, there is a marginal ice zone present in this area for most of the year.
The Baffin Bay is characterized by intense hydrographic gradients caused by
interactions between the northward-flowing relatively warm current from the
North Atlantic (West Greenland Current) and the colder southward flowing
current from the Arctic (Baffin Current)58 (Fig. 1).

As part of the FRAM project (Frontiers in Arctic marine Monitoring, Long-
Term Ecological Research LTER Hausgarten), Fram Strait was sampled at
26 stations (Fig. 1) from the RV Polarstern. Fram Strait is the only deep gateway
into the Arctic basin and a crucial passage of warm Atlantic water advection into
the Arctic Ocean84. It is also characterized by complex hydrography driven by the
interaction between the northward-flowing Atlantic waters of the West Spitsbergen

Current and the southward flowing Arctic waters of the East Greenland Current
that results in strong mesoscale dynamics and intense formation of eddies85.
Because of the increased transport of warm water by the West Spitsbergen Current
(WSC) in recent years, the ice extent in the Svalbard region has been rapidly
declining86.

Grouping sampling time into phases according to sea ice position. A value of
Open Water Days (OWD) was ascribed to each station of the Baffin Bay campaign,
based on how long it had been ice-free before sampling (positive value) or how
long after sampling it took to become ice-free (negative value), following the
approach applied to the same dataset by Randelhoff et al.58. Because OWD cor-
related clearly with distance to the ice edge (R= 0.88), binning and arranging
stations according to their OWD enabled us to treat it as the spatial distance
relative to the ice coverage.

In Baffin Bay, the dataset was then divided into three phases according to the
sea ice conditions based on OWD. The ice-covered period comprised 54 stations
that were located under the sea ice (<−10 OWD), in the deeper, Arctic-water-
influenced western part of Baffin Bay. The ice break-up period included 24 stations
that were within 10 days of the ice break-up (10 days before to 10 days after). The
ice-free period included 42 stations that were in open waters for more than 10 days
and were located mostly in the eastern shallower part of the Baffin Bay, which is
largely influenced by Atlantic water.

Stations in the Fram Strait were divided following a similar time-for-space
approach into three different phases determined by ice conditions and timing. The
ice-covered phase included 5 stations located in the East Greenland Current
domain. Ice break-up phase included 7 stations in the core of the West Spitsbergen
Current when it was still the ice edge zone (June 25th to 29th). The ice-free phase
included the same stations, but sampled two weeks later (July 6th to 7th), when the
ice had disappeared.

The time-for-space approach, although advantageous in terms of data analysis,
could involve some caveats, mostly due to the impact of different ocean currents on
two sides of the studied areas. In both regions, the differences in the composition of
marine snow between eastern and western stations could be amplified by the fact
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Fig. 6 Conceptual schemes of the phases of the Arctic ice-associated phytoplankton bloom dynamics extended by the corresponding morphological
changes of marine snow. The exemplary marine snow images assessed by the UVP (Underwater Vision Profiler) are presented over various phases of the
Arctic phytoplankton bloom. A Conceptual scheme of the stages of the Arctic phytoplankton bloom. B Conceptual scheme of the corresponding
modification in marine snow composition.
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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Fig. 2 Assignation of marine snow into morphotypes. A The PCA morphospace presenting correlations between 24 morphological characteristics of
individual marine snow particles (arrows) and their exemplary appearance spread over the 1st and 2nd axes on the left and the 3rd and 4th axes on the
right side. B The projection of 1,063,576 marine snow particles in the common morphospace of two sampling regions distinguished by color (blue: Fram
Strait, yellow: Baffin Bay). C Categorisation of the marine snow into 5 morphotypes by k-means clustering (color-coded). D Box plots of the median values
(size of the boxes present 25th and 75th quartiles, whiskers present distance from the quartile max/min to 1.5 * IQR (inter-quartile range)) of key
exemplary morphological properties (perimeter, circularity, 1/grey level, kurtosis of grey level) characterizing 5 morphotypes. E Representation of example
images of marine snow in each category morphotype.
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